

    
      
          
            
  
How we (want to) develop software at scale
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Welcome to the high-level guideline we (want to) follow to develop software continuously at the head of a single repository.

This e-book is work in progress. We did not include internal or confidential information on purpose. Feel free to read it also as webpage here.
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Who are we

NXP Semiconductors N.V., the worldwide leader in automotive processing and networking, announced in Jan 2025 that it has entered into a definitive agreement to acquire TTTech Auto. TTTech Auto is a leading platform product and service provider focusing on system, safety, and security for the software-defined vehicle. “MotionWise” is our next-generation safety middleware solution to provide a safe and deterministic execution environment for mixed-criticality software applications. With our headquarters in Vienna and subsidiaries in Spain, Germany, Serbia, Croatia, and Turkey, we are always searching for excellent engineering potential. Feel free to apply in case you are looking for one of the most incredible places to work on safety-critical embedded-software.



Disclaimer

The content of this guideline is heavily based on input from the public domain that I have collected over the past years. I hereby declare that, except where not appropriately referenced, nothing in this guideline is my own work. Please excuse me for not remembering all the input and ideas I have collected from various books, conference presentations, YouTube videos, and blogs. All started more than two years ago with an incredibly inspiring talk from Jakob Ehn on “real developers” commiting to main. Lots of inspiration from Martin Fowler, Dave Farley, and countless others later, we from TTTech want to give back to the community our interpretation of modern embedded-software development. Feel free to contact me for new inspiration, concerns, and whatever is on your mind. Feel also free to share this guideline as it is. I hope we can inspire you as others inspired us.





            

          

      

      

    

  

    
      
          
            
  
Welcome to software engineering.

Writing new code is easy.
We all learned how to write small programs at the university, at our previous internship, or by ourselves.
We all feel confident writing new code.
We press run, and no surprise, the new code works on our machine.
Therefore, we think we need to follow no procedures when coding.

Being a part of a large company, the next step is to integrate our new code.
Integrating means “putting” our code into the millions of lines of working code already existing in the company’s codebase.
To make things even more complicated, our more than 300 colleagues also integrate their new code simultaneously.
The sheer countless external libraries we use, including their dependencies and the dependencies of their dependencies, are also constantly updated.
This creates a moving integration target.

[image: Integration]

Integration is hard.
Thus, we tend to avoid it.
As a result, the code-changes we work on get bigger and bigger.
Meanwhile, the codebase has diverged even more from where it was when we started the new feature.
The longer we wait, the exponentially worse things get, especially just before a release when we are already in a hurry, as all the others are.

Still, we can do it.
We work extra-long shifts.
We find shortcuts such as skipping testing or writing no documentation.
To speed up quality checks, we trick the system.
There is always a loophole left open that we can exploit.
This all does not feel right.
Short-term thinking cannot be good for our company in the long term, can it?
We feel incredibly uncomfortable, but managers told us we need to deliver to stay in business.
Lately, this happens so often that we browse other companies’ job offers while waiting for our endless builds to finish.
Fortunately, there are so many cool things about our company that we power through.

So far, so good, but wait!
The next day, we receive a call that the piece of code we had carefully designed broke something else at some place far away in the codebase.
Really? How could we anticipate that code-conflict in a codebase of 30+ million lines?
We have just heard of this part of the codebase for the first time.

We surrender to our fate.
We start the debugger: bug-fixing time!
If only we could reproduce the bug locally…


Your life does not need to be painful!

We are not the first ones to fail.
Programmers before us have made the same mistakes again and again.
We who love to code underestimate the unforgiving power of exponentially growing complexity.
If not managed well, this complexity can quickly outgrow the brain capacity of the smartest among us, given scale and time.
No need to be embarrassed; we are all human.

There is a profound difference between coding and software engineering.
As Titus Winters, former C++ libraries lead of Google, once said:
“Software engineering is programming integrated over time and scale.”

Sure, we all want to master time and scale. We all want to do a great job, but how?

There is no one-fits-all recipe for software engineering.
The best-practice target picture for open-source projects with sporadic contributors (the kind of environment you might be most familiar with) is different from the target picture of large enterprise setups with hundreds of full-time employees.
Still, we do not need to be like Netflix with its microservices or Google with its gigantic mono repo and custom tooling.

We are more than 300 full-time developers.
We trust each other. This setup differs from open-source development where long-time branching is inevitable and developers need to review code from untrusted, potentially malicious contributors.

Our 30+ million lines codebase is monolithic and full of legacy.
Large-scale refactoring across libraries is common.
We see this daily when pull requests span several, if not dozens, of repositories.

There is also no end date for our codebase. We will need to support all our customer projects with new features for many more years. Except for ‘’L4-Releases’’ (the ones with lots of cars on the road), our customers will not pay us for keeping any branch up to date.

Our code must adhere to regulatory standards such as ISO 26262 and ASPICE to minimize the risk of failure. This requires very formal requirements documentation and tracing from system design to testing throughout the so-called “V-Model”.

In our business, developers change teams occasionally and stay only for several years. Thus, we need a development scheme that is quickly learned, easily understood, and straightforwardly enforced. In engineering, simplicity cannot be underestimated.

We should also not employ more than one development schema for personal preferences, customer preferences, or simply because a certain way of working looks easier for one particular use case. What looks promising in the short run, often turns out to not scale well in the long run, especially when people need to switch teams or interact with other teams.

That being said, there is a well-established industry best practice for our particular setup that has proven to scale and stand the test of time more efficiently than developing large features in isolation on branches:
Continuous development at the head of a single repository.

How we want to achieve this (new) way of working will be explained in Chapters 2 to Chapter 16:

In short, we version control all our product and project code (our “colonies”) in folders within one repository.
This repository has a special branch called “main”. Newly developed code is always merged with the head of main starting with a fresh check-out from main.
Consequently, we agree as a team to never break main.
We achieve this by building, that is, checking our code before merging. In the unlikely case we missed something and cannot correct our mistake fast, we revert to the last known working state to unblock us and our colleagues.

Obviously, this only works if we have a vast number of high-quality tests.
Such tests cannot be created after coding has been done. They need to be created iteratively while coding, either test first or code first, then test, then code, and so on in small two-minute cycles.
Once we have a battery of good tests that we can rely on to keep main in a releasable state, we release on demand from main to the customer.

Fast feedback is key. This is why we make changes in small increments and immediately merge them to main to see how they integrate with the other code.
Collaboration with team members also happens on main and not on feature branches. Frequently merging to main becomes a pain when a build (including all tests and static code analysis) takes hours to complete. Thus, we go to great lengths to achieve a 10-minute build,
which in turn allows us to merge “something” at least daily. No matter how complicated the code, there is always a function or refactoring worth sharing at the end of the day.

A 10-minute build sounds too good to be true, but can be achieved using a build-system that never builds any part of the software twice but instead uses the cached result from a prior execution. Such caching can only work well if all build-steps are deterministic (same input - same output) and hermetic (all inputs controlled). Furthermore, the codebase needs to be decoupled into small build-steps with all dependencies being known beforehand. Thus, as always, to win, we need to educate ourselves and invest in architecture.

Our life does not need to be painful! Developing new features and even bug-fixing can be an enjoyable experience in the setup outlined above. The critical game changer is a fast build that reports back test results within ten minutes. When using a sophisticated build system, there is no difference anymore if we start the build locally or from the CI in a pull request: speed and result are the same.

Why ten minutes? Ten minutes is enough time to drink morning coffee and think about the next task instead of all dependencies in a 30+ million lines codebase. If you do not drink coffee, feel free to do some stretches. By the way, the worst you can do is to switch tasks, as this takes approx. Fifteen minutes are only in one direction, so half an hour of unproductivity will be gone before you may continue working on the code.



It’s all about the mindset.

Unfortunately, introducing continuous development at the head of a single repository cannot be achieved by setting up some fancy build system from Google and introducing mandatory, automatically checked rules right before integration.

Firstly, developers are smart. That is why we hired them in the first place. They will succeed if they have to trick the system for whatever good or bad reason. Let us take code coverage as an example. There is a subtle difference between developers expecting a high level of coverage and managers requiring a high level of coverage. The latter is easily reachable with low-quality tests, or taken to the extreme, generating tests.

Secondly, programming is and will always be a tradeoff. Enforcing a clean-code rule such as “a function must not have more than three parameters and none of them should be boolean” will bring us nowhere. Still, there is more truth to this idea than we might think. The same holds for how often we should integrate our code. Should we integrate daily? Or should we integrate every two days as the build takes forever? Or should we integrate now as we just completed a large refactoring? The answer will in most cases be: “It depends”

Thirdly, we cannot cover any possible situation we will encounter in our daily business with a rule. What to do then?

We believe that mindset is more important than strict rules. Remember the assumption from above: We trust each other. This is why we will focus on mindset in the sections that follow and hope that these guiding principles will help you to make the best possible choices in whatever situation we are in.

Changing habits is hard. Changing habits takes a long time. Give it a try. Trust me, it’s worth it!





            

          

      

      

    

  

    
      
          
            
  
We version control everything in one repository.

The first thing we need as a software company is a place to store code, documentation, tools, infrastructure-configuration, and other artifacts, for example, test inputs. In an ideal world, we would put all this data in one version control system that stores a single unambitious snapshot of all our data.

[image: a snapshot of the entire codebase]

Such a snapshot could then be identified by a hash, making modifications to its content impossible. Changes to the codebase will create new hashes for new snapshots, leading to an unambitious state of the entire codebase at any given point in time. How to update the codebase will be discussed in the next chapter. For now, let us focus on working with one snapshot.

Remember the bug from the introduction that we needed to fix. Our life would be much easier if we could get a snapshot of the whole codebase with the bug in it on our local machine. Ideally, this should be the same snapshot the tester used when she discovered the bug.

First, let me tell you the good news: We use “Git” in our company. Git is not only the de-facto standard source-code version control tool nowadays. Git also allows us to check out an unambitious source-code snapshot from a repository given only a hash. We can trust Git to do so correctly as this is one of its core design principles to prevent malicious modification of open-source code.


Your life is easier with one repository

Now, things get tricky. Our code is not stored in one Git repository. We store our code in 100+ repositories for two main reasons. Firstly, we wanted small independent components with clear ownership and separated permissions. We thought to achieve that by having small teams that own their repository end-to-end and release new versions frequently. Secondly, we thought that small repositories are easier to clone, pull, merge, and push. The reality, unfortunately, turned out to be different. Our codebase kept being a hugely convoluted monolith. Dependencies between repositories kept growing everywhere and were by no means well-known. Team silos became bigger and worked against building teams with knowledge across the product. Eventually, we soon used some half-baked in-house tooling to put our 100+ repositories back together into a single workspace with each repository being in a subfolder. This made sharing, standardizing, and modifying code across repositories possible again, but because of tooling issues, by no means enjoyable.

Poly-repos would make sense if we had numerous independent teams with clearly separated responsibilities plus well-defined and stable interfaces. Then, each team could work in isolation in their own “mono-repo”. This way of working is common in the open-source world nowadays for good reasons.

Large enterprises nowadays mostly go the exact opposite approach for all their internal code: One repository per product. In our case, one Git repository for our a product and all customer projects based on it. This obviously by itself does not make the code better, but having all code together eases the large scale refactorings needed to structure and modularize code.

You may remember that in the past, Git did not work well with large repositories. All that changed since Microsoft updated Git in late 2022. Microsoft invested significant work to make working in a large Git repository an enjoyable experience. After (partially) cloning a large repository, you never need to clone again. Modern Git fetches all new updates to this repository in the background, making long waiting times for git fetch a relic of the past even when the internet connection is slow. Now that all your code is in one repo, you get atomic snapshots of your whole codebase ordered in time. This means you can go backward and forward from any point in time instantly. Using modern Git, there is no single benefit anymore to storing a monolith in multiple Git repositories instead of subfolders of a single Git repository.

Software development is very opinionated on almost all matters. Especially how to work is subject to constant controversy. A single repository is no exception here. A single repository is a place for large-scale collaboration. Discipline and upholding standard processes is a must to not end in a messy workspace. Proper governance is critical here and often overlooked. Once established, however, a single repository can significantly improve quality and maintainability when required. To summarize, a single repository pays off when software consists of many components with many dependencies, teams shall have end-to-end ownership, including integrating their components, and the system is always deployed together in many configurations. Notably, this is exactly our use case.

TODO: True “Mono-repos” have their downsides, so we go for a one-project repo paired with well separated dependencies imported by hash.



Git + Artifactory is all we need

Coming back to the bug that we needed to fix. Now that we have all our code in one Git repository, does checking out the correct snapshot give us an environment where we can reproduce the bug? Unfortunately not, as there is more in our environment than just code. For our daily work, this means:

[image: merkle tree]


	We version control all build inputs in a single Git repository. This means storing code, tests, documentation, configuration, and infrastructure-configuration for a product and all dependent customer projects in one large Git repository.


	In case we need large binaries in our workspace or for our build, we serve them via Git-LFS, the build-system, or other standard means from Artifactory. Importantly, linking must be done by hash.


	We consume well-separated internal and external dependencies with stable and clearly defined interfaces by hash from Artifactory. For example: Python, Gtest, Docker images, or Python PIP packages. Linking external input by version, filename, id, tag, or “:latest” is not allowed, as this allows the build inputs to change, making the build potentially non-deterministic.


	We must not consume build inputs from systems such as Jira, MongoDB, Polarion, or any cloud service for reproducibility reasons. If required, a copy (or a link by hash to Artifactory) may be added to Git via pull request.


	We use the standardized WSL provided by our company to make the complete development environment reproducible.




All points above ensure data integrity by creating a Merkle tree starting from a single Git repository. This means that even if we cannot store everything in one repository because of tool breaks, we version control everything we need to recreate a snapshot of our environment in one repository.

Now that we have unambiguous snapshots, we can move on to the next step, that is putting our product and all customer projects into this snapshot.



We work with one common workspace

We currently check out a subset of 100+ repositories for each project into a single project-specific workspace. The mapping of the services checked out to the folders in the workspace is stored in a so-called “.cccf” file. The magic of the checkout is done by a self-baked tool called “Camel.”

[image: folders1]

As usual, self-baked tools work reasonably well in small scenarios but run into scaling problems once the company grows. Firstly, as merging to several independent repositories is not atomic, the current workspace’s checkout has lately sometimes been broken. Secondly, looking at the example in the figure above, Project 2 cannot be built with Workspace 1 checked out. Adding the folders of Project 2 to the Project 1 workspace is impossible as the config folders have the same name. So the only choice left is to check out Project 2 in addition and sync the common folders to the other project via Git, leading to a more than full hard disk once all projects need to be checked out. Fortunately, there is a much easier solution:

[image: folders2]

We create a new common workspace with a unified folder structure. We move conflicting folders into subfolders and use the opportunity to refactor the other folders’ structure. The same folder structure is then put 1:1 into our new “product” repository, transforming the self-baked “Camel-checkout” into a simple standard Git-checkout identified by a single commit hash. In case not all folders are needed, a partial clone is possible with Git out of the box.

Having one unified workspace folder structure checked out from only one repository inside a standardized WSL will make our live a lot easier. In the next chapter, we will see how to update code in this workspace efficiently.



Modern Git can handle large repositories well

TODO: Write about scalar, why .gitignore does not scale, and how few commands are needed when working with one trunk and short-lived branches.





            

          

      

      

    

  

    
      
          
            
  
We continuously develop at the head of main.

A significant driver of developer frustration and inefficiency is having to support and align multiple versions of units, components, and tools.
Versions create an additional dimension of complexity in an environment that is already complex enough.

The de facto standard for versioning is SemVer. SemVer works well on limited scales. However, things get tricky when not thinking about individual dependencies but very large dependency networks at scale over time. See [1] for an excellent summary on this topic.

Given a huge monolithic codebase in a single repository, our straight-forward
best-practice solution to conflicting component versions within this repo is to not have versions.

Instead of creating a new version with every change of a component, we merge all changes to the head of main (after being tested well, more on that later). This style of development is called “Trunk Based Development”:

[image: pic]


The one version rule

Assume we need to change a component. We modify its code, run the tests, and merge the change to the head of main. No need for a version here. There is only one version: “The current one.”

Consequently, at any given point in time, there is only one version for each component on main.
This version is tested to work with all the other components on main at this point in time.
The same holds for any other point in time in the past, that is, all commits of main. Obviously, this only works if we work in one repository or have any other means to synchronize repositories, such as Git submodules.

Coming back to the present, having only one version of a component
reduces maintenance effort:

[image: A depends on B and C]

Looking at the example above, ask yourself: “What versions of component A need to be compatible with what versions of component B?” Now imagine you have 6000 components with 5 different versions depending on each other.

If there are no versions, there is no need to make the different versions of A, B, and C compatible. The only thing you need to make sure is that whatever is at the head of main, is compatible. This makes things a lot easier.
Of course, there is also a downside. A change in a component needs to be compatible with all the other dependent components already at the time of making the change.
This means that when you, for example, change some functionality in component A, you need to fix all the consumers of A in the same pull request, in our example, B and C.
Alternatively, you may use patterns such as expand and contract if the change is too large for a single pull request, more on this later. This fixes B and C as before, just over the course of several pull requests.

Even if another team owns component B and C, these components need to be fixed. Changes in A must not be merged if they break B or C. Releasing a new version of A, and leaving the change of B and C for later is not an option. This only delays the change. You will save work now, but for sure not in the long run as the longer you wait, the more cumbersome the change and all related complications will get.



We shift left

Notably, this is a paradigm shift in the way we develop software. For you, as a feature owner, this means that you become responsible for integrating, configuring, and activating all new features and required feature changes in all target projects. This might, on the one hand, require multiple model and configuration changes. On the other hand, you are provided with valuable feedback about the actual usage of your feature.

When working in this mode, teams become end-to-end responsible for their feature. This responsibility includes not only integration, configuration, and activation but also providing documentation, unit tests, and platform-level feature verification criteria to project owners so that a feature can be verified in the project context in case the feature is activated. The feature acceptance criteria for the specific projects need to be provided to the respective project owners. Furthermore, teams also become responsible that their feature generates code, compiles, links, and tests fast, more on this later. Being responsible does not mean that you need to do all the work by yourself, but in reality, more work will need to be done by the product, and less by the project.

The total amount of work to be done remains the same. We just do it earlier in the development cycle…

work in progress, to be continued…



We collaborate on main

In trunk-based development, development still happens asynchronously on branches before merging to main.
The critical distinction to branch-based development is that collaboration between different team members and other teams happens via merging to a main and then pulling from main, and not via committing to the same “private” branch. Thus, only one person or pair is allowed to work on one branch. Once work is finished, the branch is merged to main.

In other words, trunk-based development needs to be continuous. There is a long debate on how often work needs to be merged to main. The evidence is clear: the more often you share, the better, and there is no limit here.

A well-established best practice is to merge to main at least daily. Doing so is not easy, but it can be done by following the practices below leading to superfast feedback cycles and a much less stressful developer life.







[1]
Dependency Management, Titus Winters: abseil.io/resources/swe-book/html/ch21.html





            

          

      

      

    

  

    
      
          
            
  
We agree as a team to never break main.

Note: this section is an MVP. Tests pass, but functionality is incomplete :-) I will soon improve it.

When collaborating on the head of main, it is of utmost importance that every commit on main is of sufficient quality.
Remember, we are 300+ developers that need to check out code from main to work with. If this code is broken, many of your colleagues will be affected.
Still, in a company with a culture where rules tend to be ignored in the presence of urgency, it turns out to be advisable to make sure that every commit to main is of sufficient quality.
In other words, continuous trunk-based development needs continuous verification before merging.




            

          

      

      

    

  

    
      
          
            
  
If we cannot fix main in 10min: revert!

Note: this section is an MVP. Tests pass, but functionality is incomplete :-) I will soon improve it.

The purpose of a build is to transform software into binaries. This includes not only compilation and linking, but also running generators, static code analysis, unit testing, component testing, integration testing, flashing and testing in hardware, and so on.
In short, a build includes all steps to generate and ship a release package plus ensuring that the release package is of sufficient quality to be released.

Now the idea:


	if we write code + tests (same programmer, same repo)


	if we build prior merging to main,


	if our build passes only if our codebase is of releasable quality,


	if we merge to main only if the build passes,




then


	Main will always be of sufficient quality to be released


	Main will always be of sufficient quality for our colleagues to checkout


	Main will include more and more tests over time that make testing much better in the future.




By doing so, you will spend most of your day writing and “building” code; thus, any investment in “better” builds (faster, reproducible, easy-to-understand results, easy usage, …) will pay off many times over.

We want one automated build with only two possible outcomes: pass or fail.
In case we repeat the build, the outcome must be identical.
In case somebody else triggers the build on her/his machine from the same source commit,  the output must be identical.
In other words, there must be no difference regarding who starts the build or whether the build is started locally or by a CI system (other than that, the CI system takes some extra steps to store results, etc.).




            

          

      

      

    

  

    
      
          
            
  
If we cannot fix main fast, we revert!

Note: this section is an MVP. Tests pass, but functionality is incomplete :-) I will soon improve it.

Trust me, it will happen. For stupid reasons, main will be broken, and then?
Once having one repo, and having “everything” in this repo so that your code is not affected by things outside that repo fixing main simplifies to rolling back main.
Finding a solution to the issue that caused the breakage may take several hours, or maybe days, but this is fine, as your colleagues are unblocked now.
Just two small issues are remaining: How to check that main is fixed and how to to check it that fast?




            

          

      

      

    

  

    
      
          
            
  
We have a vast number of high-quality tests.

Note: this section is an MVP. Tests pass, but functionality is incomplete :-) I will soon improve it.

A failing test shall tell you quickly what exactly is wrong without you having to spend much time analyzing the error.

Therefore firstly, one test should test one (additional) thing and one (additional) thing only.
In other words, small tests are preferred over large tests because when they fail, you know exactly where the issue is.
Writing tests for mutually exclusive functionality helps.

Ask yourself: Is there something that can go wrong that only this specific test can detect?
If not, delete the test!

Secondly, a test must have a meaningful, descriptive name.
It is not enough to describe what the test does (we can read the code).
The name needs to tell us why it does this.
This helps to decide whether a test should
be updated in line with changed functionality or whether an actual failure that should be fixed has been found.

Thirdly, a test must have failed at some point in time.
How else do you know that the test really tests what it intends to and not just passes all the time?

Fourthly, tests must be deterministic in order to trust them.
In case they are not, quarantine them.

And lastly, don’t forget, tests must be written for people to read, and only accidentally for machines to execute.


We characterize tests by the environment in which they need to be executed

We also need to change the way we characterize tests. Currently, we do so by looking if they affect one unit or a component. Tests shall be split by the environment they need to be executed. For example, category “one” are all tests that run in a single process on Linux within 100ms, need no network communication and no hardware. Here another example from Microsoft:

[image: microsoft]

The idea is that fast software tests can be run in the local build prior to a merge.
Slower hardware tests shall be run after the submit in an endless loop for example.





            

          

      

      

    

  

    
      
          
            
  
We Test, Code, Test, Code, Test, Code, …

Note: this section is an MVP. Tests pass, but functionality is incomplete :-) I will soon improve it.

Write self-testing code (= code + tests). Thereby it does not matter if you write test first or code first, doesn’t it?

Anyway, the important thing is the no longer than 3 minute feedback cycle between writing tests and code.
Sure, working like this requires the habits of all of us to be changed, but its worth it.
Just imagine you update some external dependency (e.g. pymongo, requests) from one version to a new major or minor one.
How do you know your code will still behave as required.
With hundreds of dependencies, and lots of CVEs, and several updates a week, manual testing is not a saleable option here.

Testing is not about finding bugs, it is about thinking.

To be continued …




            

          

      

      

    

  

    
      
          
            
  
We release on demand from main.

Note: this section is an MVP. Tests pass, but functionality is incomplete :-) I will soon improve it.

TODO: either directly after positive test results arrive, or from a branch on L3/L4 if adjustments are needed. The idea here is to first implement any fix on main, and then on the release branch. In practice, this usually does not work …




            

          

      

      

    

  

    
      
          
            
  
We make changes in small increments.

Note: this section is an MVP. Tests pass, but functionality is incomplete :-) I will soon improve it.

You make a change.


	You build before merge.


	Your build fails.




Now, you need to debug lots and lots of lines to find out what causes the issue.

Alternatively, you make a very small change.


	You build.


	You repeat.




If your build fails, you know exactly where to search for the bug.

Even better, you make a very small change.


	You build.


	You merge to main.




You repeat.

This allows everybody to participate in your changes, and you to participate in everybody else changes if they also merge frequently. It’s all about fast feedback, more on this later.

Note, in nearly all cases, large changes can be split into several small changes using the parallel change, branch by abstraction, and other patterns. Detailed explanation to be added here




            

          

      

      

    

  

    
      
          
            
  
We merge (something) to main at least daily.

Note: this section is an MVP. Tests pass, but functionality is incomplete :-) I will soon improve it.

Remember, development happens asynchronously on branches prior to the merge to main. This introduces


	work in progress not being shared with other team members,


	work in progress not being tested together with the code of others


	and work in progress not being releasable.




If many teams do not merge their work-in-progress for extended periods, we introduce high costs once we try to merge to main and fail due to branches conflicting with each other in code and/or behavior.

Merging too often is also unreasonable but gets cheaper when fast and automated tests are included within a test build that runs automatically before any merge to main.

The industry best practice we want to follow here is to build in 10 minutes and merge at least something daily. There is always something that you can carve out from your current code, e.g., a function, a unit, or an interface change.

Some of your competitors do so, and developers who have once worked in such a fast feedback environment and environment never want to go back - that should make us think.




            

          

      

      

    

  

    
      
          
            
  
We have a “10 min” build.

Note: this section is an MVP. Tests pass, but functionality is incomplete :-) I will soon improve it.

Ten minutes is the limit, everything under 5 minutes is better, 30 seconds is plain bonus for engineers, through some have even higher standards …

Lot of people think that performance is about doing the same thing, just doing it faster. And that’s not true. If you can do something really fast really well people start doing things differently!




            

          

      

      

    

  

    
      
          
            
  
We use a build system.

Note: this section is an MVP. Tests pass, but functionality is incomplete :-) I will soon improve it.

For a single developer, a compiler is all needed. Scripts can take a team a bit further.
But at scale, no script is good enough. Build systems have undergone many years of development, making them far more flexible and robust.

Bazel


	is fast: do not build things twice if they have already been built somewhere else


	is correct: the output faithfully reflects the state of its transitive inputs (hermetic, reproducible, deterministic build analysis and action execution)


	benefits from good architecture and thus guides in that direction


	is widely used by projects of the size we have


	was explicitly developed for large complex codebases


	has a proven track record even in the automotive environment (BMW)


	has external support from consulting companies and tooling for remote execution, caching, and reporting.




We as TTTech have decided to switch to Bazel as our sole build system for our software to


	enhance the developer experience


	reduce feature development time


	increase delivery quality


	end efficient use of our resources





We limit engineers’ power and flexibility

The maybe biggest advantage of a build system
is the clear API that enables us to split work:

This has 2 advantages:

[image: what_how]

Firstly, developers can concentrate on writing code and only need to understand how to write rules.

Secondly, given only a limited set of things that can be done with these rules, the system can optimize the build because certain assumptions always hold true.

For example, if compiling and linking depends on its declared inputs,  the system can find out which steps can be done in parallel and which need to be sequential.

todo: put in the rules we created for scons here.





            

          

      

      

    

  

    
      
          
            
  
We decouple the codebase.

todo …




            

          

      

      

    

  

    
      
          
            
  
We spend time to educate ourselves.

Even if we have no time, this practice should be obvious.

Todo: list of things to read




            

          

      

      

    

  

    
      
          
            
  
To win, we invest in architecture.

todo
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